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Problem Setup - Gradient Descent and Sharpness DU]{G

UNIVERSITY

Gradient Descent (GD):
Consider a neural network with parameter 6 and objective £(#) € R. Gradient
descent with step size 1 updates 6 by

9t+1 == Qt - nVﬁ(@t) (1)

Sharpness of Neural Network:
Assuming the objective is twice differentiable, the sharpness of the network at 6 is
the largest eigenvalue of its parameter Hessian

S(6) = M(V2L(D)). (2)
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L-Smooth Convergence Analysis of Gradient Descent DUke

UNIVERSITY

Lemma 1 (The Descent Lemma)

Consider parameter § optimized by gradient descent on L(0) with step size n, if
the sharpness S(6) < L for all 6, then

L(0en1) < L(0) — 52— nL)|VLO). 3)

® When L < 2/n, L(0;) decrease monotonically and 6 converges to fixed point.
® When 5(0) > 2/n, GD diverges in local quadratic approximation of £ at 6.
We call 2/n the stability threshold of sharpness.
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What is Edge-of-Stability (EoS)? DUke

UNIVERSITY

Edge-of-Stability (Cohen, Kaur, et al., 2021):

When training a deep neural networks using full-batch gradient descent with step
size 7, the sharpness of the model S(#) will oscillate around 2/ while the
objective L£(0) keeps decreasing non-monotonically.
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Figure 1: Loss and Sharpness of Training a 5-layer FC network on CIFAR-10 (n = 0.01)

4/ 37



What is Interesting about Edge-of-Stability? DUke

UNIVERSITY

@® Convergence cannot be explained by traditional [-smooth analysis

® Diverging in quadratic approximation vs converging in real landscape
® Monotonic vs non-monotonic decreasing of loss

® Step size determines converging sharpness

® Different from gradient flow trajectory (out of the NTK regime)
® Implicit regularization effect of learning rate - better generalization?
(Keskar et al., 2016; Jiang et al., 2019)

© Common in deep neural networks, but not for 2-layer networks
® How does depths relate to training dynamics?
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Contents DUke

UNIVERSITY

@ Related Works (Previous and Concurrent)

® Characterizing two EoS phenomena of interest

© Proposing a minimalist example exhibiting such phenomena

@ Provide rigorous dynamics analysis near 2/n for the minimalist model
® Connections to more general models

® Chaotic behavior and EoS
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Previous Works DUke
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@® Non-monotonic decreasing of loss has been empirically observed and discussed
by Jastrzebski et al. (2020) and Lewkowycz et al. (2020). The edge of
stability phenomenon was formalized by Cohen, Kaur, et al. (2021).

@® Under some special assumptions such as scale invariant objective (Lyu, Li, and
Arora, 2022) / modified objective VL (Arora, Li, and Panigrahi, 2022), GD
trajectories follows a sharpness minimizing flow near the manifold of minima.
These trajectories lead to flattest minima.

© Degree-2 factorization problem such as £(x,y) = (1 — xy)? provably stabilizes
and converges below 2/n (Wang et al., 2022; Chen and Bruna, 2022).
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Concurrent Works DUke

UNIVERSITY

@ When the trajectory enters the EoS regime and oscillates along direction v,
the third order information V3£(6)(v, v) is approximately VS(6). Under the
assumption of progressive sharpening, the degree-3 term constitutes a 4-stage
heuristical dynamics of EoS (Damian, Nichani, and Lee, 2022).

@® Ahn et al. (2022) studied a simple single-neuron model and proved that the
bias term is learnt when training enters the EoS regime.

© Kreisler et al. (2023) studied the EoS dynamics in scalar networks, and proved
that the GFS (gradient flow solution) sharpness is monotonically decreasing.
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Concrete Characterization of Edge-of-Stability DUke

UNIVERSITY

1. Sharpness Concentration

Fix a learning rate n, there exists a large range of initializations S with different
initial sharpness such that the GD trajectory with step size 1 from any § € S
converges to a minima with sharpness very close to 2/7.

2. Sharpness Adaptivity

Fix an initialization 6, there exists a wide range of step sizes K such that
for any n € K, GD trajectory starting at 6 with step size 1 converges to a
minima sharpness very close to 2/7.
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Minimalist Example for Edge of Stability DUke
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EoS Minima
. . . . Global Minima
Consider the simple objective

Llx.y) =31 -x*)2% (4)

Equivalent to a 4-layer scalar network
with coupling entries (x, x,y, y) trained
on (1,1) with square loss.

y (Initialization)
Sharpness ()

ATRINRRRRTNRANany

In the first quadrant:

0.0 0.5 1.0 1.5 2.0

0 GlObal minima Xy = 1 7 (luiﬂa‘ll/;\li()u')
® 2 EoS Minima Figure 2: Sharpness and Loss
(with sharpness 2/7) of the Minimalist Objective
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Minimalist Example for Edge-of-Stability DUke
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. . . n=2/10
The simple objective 1075 - s

Loss

_1 2. 2y2 N
E(va)*Z(l_Xy ) (5) 10-14 -
exhibits both sharpness concentration and '
sharpness adaptivity. 3
10 =i | |
-~ EoS Minima ! g 2
g Global Minima & 2 Al
£ - EoS = =
% BN Diverge ; n A=8
E L6 ;r n=2/8
= é n=2/10
O n=2/12

1.0 1.5 2.0 2.5 3.0 3.5

( 0 200 100 600 800 1000
« (Initialization) i

[terations

Figure 3: Sharpness Concentration (7 = 0.2) Figure 4: Sharpness Adaptivity
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EoS Training Trajectory for the Minimalist Example
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Figure 5: Sharpness Concentration
(Different initialization, same 1)
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1-Step Trajectory (1000 Iterations)
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Figure 6: Sharpness Adaptivity
(Same initialization, different 7)
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Normalized Two-Step Update
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Figure 7: Directions of 2-Step Movement Near the EoS Minimum
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n-EoS Minima and Reparameterization DU]{G
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The minima with sharpness 2/7 is

1 _1
(69 2 (& (a2 o) Va (a2t )
Consider the reparameterization
c2\/x2—y2 d2&xy.
Then we have (&,d) 2 ((n’2 — 4)%, 1). )
Moreover, let

a=c—-¢&b=d—d.

Our analysis will focus on (a, b). Figure 8: (¢, d)-Reparameterization
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1-Step Update Under Reparameterization DUke
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Let k £ /1, the 1-step update under the (a, b)-reparameterization becomes

N

d = ()i <a+ O 4)%) (1 (4P -1+ b))2/<;4> ,
b= b+ ((1+b)*—2(1+b)°+ (14 b)")s* (6)

1
2

(14 b) = (1+ b)) (4(1+ b)Y + (arn + (1 — 4x%)1)*)
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Approximating 1-Step and 2-Step Dynamics DUke

UNIVERSITY

Denoting k £ /7, when &, |al,|b| are all not too large, we have
ad=a-2b°k>+0(...),
b = —b—4abk — 3b*> — b> + O(...).

After the parameterization
® 2 is monotonically decreasing (Movement Direction)

e b’ is flipping signs and contains 2,3-order term of b (Oscillation Direction)
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Approximating 1-Step and 2-Step Dynamics DUke

UNIVERSITY

2-step movement is cleaner:

' =a—4b’s*+0(...),

8
b" = b —8abk +16b° 4+ O(...). (®)

This gives ODE approximation

db b’ —b  16b° - 8abr

da  a"—a 4p2K3

(9)
with solutions

1 1
p? = 53k + 1—6f£4 + Cexp(8ar~3). (10)

= = Global Minima
O x%-EoS Minimum

—_— 2l 1,4
b® = jaK + g~

X Converging Minimum (a = —£3/8)

—0.25 0.00 0.25 a 0.50 0.75 1.00

Figure 9: Solutions to (8)
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Fine-Grained Convergence Analysis
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Figure 10: Convergence Diagram for the Minimalist Example
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Provable Concentration of Sharpness DUke
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Theorem 2 (Sharpness Concentration in (a, b)-Parameterization, Informal)

For any r less than some small constant, there exists a a box S, of width ©(x~1)
and constant height that all GD trajectory with step size 1 = r? initialized at
(a0, bo) in S, converges e-close to a minimum with a € (=33, —{:K3) in

poly (k*,log(e™t), log(|bo| ™)) steps.

Corollary 3 (Sharpness Concentration in (x, y)-Parameterization, Informal)

For all 1) less than some small constant, there exists a constant size region S, that
all GD trajectory with step size 1 initialized within S,, converges to a minimum

with X € (2 — 21, 2)
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Provable Adaptivity of Sharpness DUke
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Corollary 4 (Sharpness Adaptivity in (x, y)-Parameterization, Informal)

For all « less than some small constant, there exists a constant size region S, and
a set of learning rate K, of measure ©(a?) that all GD trajectory with step size

n € K, initialized within S, converges to a minimum with \ € (% — %77, %)
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Difference Between Degree-2 and Degree-4 Models DUke
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EoS Minima
Global Minima
EoS

Diverge

Previously, Wang et al. (2022) and Chen and
Bruna (2022) has conducted fine-grained
convergence analysis for degree-2 models such as

2
L(x,y) = (1 =xy)". (11)
Stabilization exists in these cases, but the ; ”‘mm“m:w
converging minima are usually significantly flatter
than the stability threshold of 2/7. 5- ‘1 f . _I‘“
Converging Sharpness (50000 iters)

Figure 11: Converging A of
Degree-2 Model
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Difference Between Degree-2 and Degree-4 Models DUke
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1-Step Trajectory (100 Iterations)
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Figure 12: Lack of Sharpness Concentration for Degree-2 Models
22 /37



Duke

UNIVERSITY

1-Step Trajectory (100 Iterations)

N .

0s- =~ Global Minima ¥ Initialization 101 - 1 =2/10.0
Minimum (A = 10.0) o Trajectory (y = 2/10.0) 1 n=2/9.5
Minimum (A = 9.5 o Trajectory (n = 2/9.5 g 1077 n=2/9.0

BANE { (A=95) ¥ (1=2/9.5) z 10

o Trajectory (1 = 2/9.0) 1o
-10

0.6 -

.
. )
—9 =
0.5 - . =
*® o\ o = 7
. . 7
= . 3 g
0.4 - o’ g &
AT -‘___-‘ _____ _ &
0.3~
- |
. 7
.
0.2- ‘e X =
.
. -.
o —6
0.1~ ®
L) . —
. -
0.0 - 0 0 4 0 0 0 5 ; ; ; ) ) |
2.7 2.8 2.9 3.0 3.1 3.2 0 20 10 60 80 100

Iterations

Figure 13: Lack of Sharpness Adaptivity for Degree-2 Models
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A Heuristic Explanation of the Difference DUke
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Under the same reparameterization, the two step update of (a, b) under learning
rate k2 can be approximated by

a’' ~a—2b%k3, b~ b+ 4V 2abk. (12)

This gives ODE approximation

db b'—b —4dabk 4 3
— = = =——- 13
da a’'—a b2x3 k2 b (13)
with solutions as the family of ellipses
b? = 4(C — a%)/k2. (14)
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Degree-3 Model with Mixed Behaviors DUke
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EoS Minima
Global Minima
B EoS
Il Diverge

Consider L£(x,y,z) = (1 — xyz)? with coupling 20
initialization (x, y,y). This coupling will be ©
preserve during training. "

® | arge entries - movement direction

y (Initialization)

Small entries - oscillation direction

Duplicated Small Entries 05
Parabolic Trajectory - Strong EoS

~

2.0 2.5 3.0 3.5

Single Small Entry 00 05 10 15
Elliptical Trajectory - Weak EoS

vz (Initialization)

2 1 6 8 10
Ta keaWay Converging Sharpness (50000 iters)
Degree of Model Matters to EoS Figure 14: Converging X of

Degree-3 Model
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Beyond Minimalist Model - General Scalar Networks DUke
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GD on a 3-layer scalar network with initialization (6,0.4,0.1). The small entries
converge to the same value, and exhibits strong EoS.

E 10" -
10-1 - : 18 - ® === EoS Threshold 2/
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10 :_:"
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10~
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0 2000 1000 0 2000 1000 0 50 100 150 200

[terations [terations [terations
Figure 15: EoS (left, middle); Movement of Entries (right)
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Beyond Minimalist Model - General Scalar Networks DUke
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GD on a 7-layer scalar network with initialization (2,2.5,3,0.1,0.2,0.3,0.4). The
small entries converge to the same value, and exhibits strong EoS.
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10! B g
N
50 - § . \ —t
. o ] 10715 g |1 — 27|
= Ny — ko
. - 0,
2 19 2 2- 1072 < . =t
z : : — x4 — 7
E . . o |5 — 27|
. = 1073 Vi)

10 __é R "“_/‘_— |ze — @7]

1074+ Oy

! ! ! !
0 2000 1000 0 2000 1000 0 50 100 150 200
[terations [terations [terations

Figure 16: EoS (left, middle); Movement of Entries (right)
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Beyond Minimalist Model - General Scalar Networks DU]{G
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Summary of GD on scalar network with non-coupling initialization:

¢ |arge Entries:
Monotonically travel along a 1-d subspace (movement direction)

® Small Entries:
Oscillate and converge to the same value (oscillation direction)

Reduce to the 2D case with parabolic trajectory if more than one “small entry”.

Takeaway

Duplication of entries is not an artifact we have to impose for EoS to exist,
but a natural consequence of gradient descent dynamics.
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Beyond Minimalist Model - Duke

Over-parameterized Deep Neural Networks on CIFAR-10  UWiversiry

Dataset: 50-image binary subset of CIFAR-10: cars (-1) & planes (+1)
Model: 5-layer ELU /tanh-activated fully-connected network; MSE loss

Parabolic trajectory on 2D subspace toward end of convergence

Projected Trajectory (Iteration 0 - 18500) Projected Trajectory (Iteration 5000 - 18500)

— 1y =2/200 ‘
- 10~ Minima ~ /
10 . - 350 oot~ = Minima
S .

Figure 17: EoS (left); Global Projected Trajectory (mid); Local Projected Trajectory (right)
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EoS in Minibatch SGD DUke
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1 2 1 8 16 32 50 1 2 1 8 16
Batchsize Batchsize

(a) ELU activation (b) tanh activation

Figure 18: 5-layer FC networks trained on 50-image subset of CIFAR-10 with SGD of
varying batchsizes (n = 0.005,0.01,0.02)
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Global Trajectory and Chaos DUke
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Even for the minimalist example, proving global convergence result is very difficult.

0.50 -

Global Minima EoS Minima
(.45 -f M EoS (Converge) Global Minima
Il Diverge EE EoS
0.40 HEl Diverge
E 0.35 ?
S g
= 0.30 =
= 025 S

0.20 -

0.15 -

0.10 = " " g ' 0.0 D D 0 0 D D 0 ]
3.0 3.1 3.2 3.3 3.4 0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 1.0
2 (Initialization) ¢ (Initialization)

Figure 19: Fractal Structures in Boundary of Converging Initializations.
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Bifurcation in GD dynamics DUke
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Figure 20: Bifurcation in GD Trajectory Initialized Near the Boundary of Convergence
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Source of Bifurcation
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Revisit the 2-step movement:
a" ~a—4b*s3
b" ~ b+ 8abk — 16b°
= b(1 + 8ar — 16b?).

With small x, b, a is relatively stationary.

(15)

Dynamics of b can be approximated by the

bifurcation diagram of the degree-3
polynomial mapping b(1 + 8ax — 16b?)
parameterized by a.

(a,b)-Parameterized
Real Trajectory
0.8 - Bifurcation Diagram of
Approximated b”
0.0 0.5 1.0 1.5 2.0 2.5
a

Figure 21: Predicted Bifurcation
using b(1 + 8ax — 16b%)
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Future Works DUke
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@ Understanding the coupling of entries by GD
® ldentify the source of degree-3 term causing EoS in general neural networks.
© Leverage boundary of bifurcation map on global convergence analysis.

O Study EoS in stochastic gradient descent / adaptive methods (Cohen,
Ghorbani, et al., 2022).
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